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● Leveraged the advances in computer vision by regarding the input time-
frequency representation as a 2D image

CNN-based Model for Music Classification

“Ballad”
“Rock”
“Jazz”

“Hiphop”
“Light-hearted”

“Calm”
“Exciting”
“Piano”
“Vocal”

CNN
(VGG, GoogLeNet, DenseNet, 
Sequeeze-and-Excitation Net, 

EfficientNet, … )



● Mel-spectrogram is the most popular choice but it is a highly hand-
engineered representation

CNN-based Model for Music Classification

“Ballad”
“Rock”
“Jazz”

“Hiphop”
“Light-hearted”

“Calm”
“Exciting”
“Piano”
“Vocal”

m = 2595log10 (1+ f / 700)

Human pitch perception 
(Stevens, Volkmann and 
Newmann, 1937)Mel-scale:



● How about learning the time-frequency representation (or filter banks) 
directly from raw waveforms?

○ No need to tuning STFT and mel parameters
○ No need to store the preprocessed mel-spectrogram on disk space

CNN-based Model for Music Classification

“Ballad”
“Rock”
“Jazz”

“Hiphop”
“Light-hearted”

“Calm”
“Exciting”
“Piano”
“Vocal”



Learning Filter banks: Frame-level CNN

● 1D CNN takes raw waveforms directly as input
○ The filter size in the first conv layer is set to 

“frame-level” (256, 512, 1024 samples)

● They learn “log-like” filter banks
○ The peak frequency exponentially increases

● However, failed to outperform mel-specrorgram

End-to-end learning for Music Audio, Sander Dieleman, Benjamin Schrauwen, ICASSP, 2014 



● Use 1D convolution blocks with very small size of filters 
○ The filter size is 3 x 1 throughout the entire layers: “1D VGGNet”
○ The first conv layer has a stride of 3 and the rest have max pooling of 3
○ As the filter size becomes smaller, the model gets deeper, achieving better 

performance increases

Learning Filter banks: Sample-level CNN (SampleCNN)

Sample-level Deep Convolutional Neural Networks for Music Auto-Tagging Using Raw Waveforms Jongpil Lee, Jiyoung Park, Keunhyoung Luke Kim, 
Juhan Nam, SMC, 2017
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TABLE I
DESCRIPTION OF THE THREE DATASETS AND MODELS

Music auto-tagging Keyword spotting Acoustic scene tagging

Dataset

MagnaTagATune [35] Speech Commands [36] DCASE17 Task 4 [37]

# of classes 50 tags 35 commands 17 sound events
Labels Multi-label Single-label Multi-label
Sampling rate 22,050Hz 16,000Hz 44,100Hz
Dataset split 15,244 / 1529 / 4332 84,843 / 9981 / 11,005 46,042 / 5618 / 1103
(train/valid/test) (evaluation set)
Duration 29 seconds 1 second 10 seconds
Evaluation metric AUC Accuracy F-score (instance-based)

Model

Input size 59,049 samples, 2.68 sec 22,050 samples, 1 sec 22,050 samples, 1 sec
(resampled to 22,050Hz) (resampled to 22,050Hz) (resampled to 22,050Hz)

# of segments 10 segments per clip 1 segments per clip 10 segments per clip
# of blocks 9 blocks 8 blocks 8 blocks

with RNN 4 blocks 4 blocks 5 blocks
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Fig. 4. Performances of the spectrogram-based CNNs and SampleCNNs for varying sizes of window (filter) and hop (stride) in the first blocks.

“audio tagging”. The dataset employed a subset of the Google
AudioSet3. Following the task rule, we used instance-based
F-score, which averages F-scores across audio clips in the test
set.

D. Model Training
We train all CNN models using stochastic gradient descent

with Nesterov momentum of 0.9 and a batch size of 23. The
learning rate is initially set to 0.01, and is divided by 5 when
the validation loss does not decrease in 2 epochs. A dropout
layer of 0.5 was inserted before the last FC layer except
the CRNN model. In the classification tasks, the prediction
was made for each segment on training, whereas the final
prediction was for each audio clip by averaging the predictions
of the segments. The models were built and trained with
TensorFlow4 and Keras5. The source code is available at the
link6.

3https://research.google.com/audioset/
4https://www.tensorflow.org/
5https://keras.io/
6https://github.com/tae-jun/sampleaudio

V. PERFORMANCE COMPARISON

In this section, we comprehensively evaluate spectrogram-
based CNN and SampleCNN for three audio sets. We also
compare different convolutional building blocks and feature
aggregation methods in the enhanced SampleCNN architec-
tures.

A. Spectrogram-based CNNs vs SampleCNNs
In Section II, we interpreted mel-spectrogram as the output

of fixed neural networks where the affine transforms are hand-
designed based on domain knowledge. In this perspective, we
rigorously evaluate them with varying sizes of window and
hop that are hyper-parameters of the networks. For a fair
comparison with SampleCNN, we set up two CNNs such
that they are as much equivalent to each other as possible.
Considering SampleCNN has a size of 3 for both filter and
max-pooling/stride, we use the power of 3 instead of the
typical power of 2 (e.g., 512 or 1024). The bottom of Figure
4 shows a set of window and hop sizes of mel-spectrogam,
equivalently, filter and hop sizes in the first convolutional layer



Learning Filter banks: SampleCNN

● Evaluation on Industry-Scale Data
○ 1M dataset with high-quality labels

End-to-end learning for music audio tagging at scale, Jordi Pons, Oriol Nieto, Matthew Prockup, Erik Schmidt, Andreas Ehmann, Xavier Serra, ISMIR, 2018



Learning Filter banks: SampleCNN

● The learned filters have a trend of log scale
○ When the audio input is speech, the trend is more similar to the mel scale JOURNAL OF LATEX CLASS FILES, VOL. 14, NO. 8, AUGUST 2015 9
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Fig. 7. The spectrum of learned filter estimates for the three datasets in SampleCNN. They are sorted by the frequency at which the magnitude is maximum.
The x-axis represents the index of the filters and the y-axis represents the frequency (ranging from 0 to 11,025Hz for all figures). The visualizations were
obtained using a gradient ascent method that finds the input waveform that maximizes the activation of a filter at each layer. Mel-scale curves are also drawn
in red line to compare them with the frequency selectivity curve of learned filters.

VII. EXCITATION ANALYSIS

We showed that the extended SampleCNN architectures
generally improve performance in the audio classification
tasks. There have been studies that reveal why the skip con-
nections in the ResNets work well. He et al. analyzed the skip
connections theoretically and showed that they create clean
paths for gradients, which lead to the ease of optimization [46].
Li et al. explained the effect with visualizations of neural
loss functions [58]. Veit et al. observed that CNNs with the
skip connections exhibit ensemble-like behaviors [59]. How-
ever, the behaviors and effects of the SENets have been yet
much studied despite of the effectiveness. In this section, we
comprehensively analyze the SENets focusing on the relations
among audio loudness, channel magnitude and excitation in
the context of audio classification tasks. Since we found that
analysis results of both SE and ReSE-n blocks are similar, we
describe our analysis only for SE blocks.

A. Standard Deviation of Excitations Over Layers

The SE block models channel-wise relationships to improve
the representational power of the network. In classification
tasks, this is supposed to help discriminating the target labels
better and we actually observed the improvement in the
previous section. Hu et al. showed that the excitations tend to
be increasingly class-specific with increasing depth in image
classification [4]. That is, the excitations become more uneven
for upper layers. We verified this by calculating standard

Fig. 8. Standard deviations of excitations across all classes along each layer.

deviations of excitations across all classes at each level of
block. Fig. 8 shows the results for the three audio classification
tasks. In general, they have increasing trends reading the
highest standard deviations near the top level, although the
steepness is different for the three datasets. However, in music
data, the excitation level in the first block is exceptionally
high. We presume that different genres of music have different
levels of loudness and the SE block helps discriminating them
by detecting the loudness. In the following subsections, we
investigate the behaviours of the SE block in the first block
more.

Comparison and Analysis of SampleCNN Architectures for Audio Classification Taejun Kim, Jongpil Lee, Juhan Nam, IEEE JSTSP, 2019



Learning Filter banks: SampleCNN

● Advantages
○ No need of tuning STFT and log-scale parameters
○ No need of storing the preprocessed spectrogram 
○ More optimized to the given task and training data

● Disadvantages 
○ Need a large-scale training data
○ Need more model parameters and memory
○ Slow to train



Learning Filter banks: HarmonicCNN

● Partially learnable filter bank 
○ Use spectrogram and learn the shape of triangular in mel filter banks
○ Learn a set of harmonically scaled filter banks
○ Achieved better performance than SampleCNN

Data-driven Harmonic Filters for Audio Representation Learning Minz Won, Sanghyuk Chun, Oriol Nieto, Xavier Serra, ICASSP, 2020

𝑎 and 𝛽 determine the width of the triangle



Benchmark of CNN-based Music Classification Models

● Improvement of annotation and retrieval accuracy 

Evaluation of CNN-based Automatic Music Tagging Models, Minz Won, Andres Ferraro, Dmitry Bogdanov, Xavier Serra, SMC, 2020

Mel-spec

Waveform

Mel-spec

Mel-spec

Learnable Mel-spec



Representation Learning 

● Learn a feature extractor (or encoder) that transforms unorganized high-
dimensional input to low-dimensional organized features
○ Once we learn a good audio embedding space, we can apply NN for music 

retrieval or classifiers for classification

Input

𝑓(𝑥)



Transfer Learning

● Once we learn a good audio embedding space, we can transfer 
knowledge from one task to another 
○ Source task: a deep neural network is trained with a large-scale dataset

■ We assume that the embedding space generalizes well 
○ Target task: the pre-trained network is reused for similar tasks 

■ Fix the pre-trained network or fine-tune (update) parameters for a few top layers 

Deep Learning for Audio-Based Music Classification and Tagging, Juhan Nam, Keunwoo Choi, Jongpil Lee, Szu-Yu Chou, and Yi-Hsuan Yang, 
IEEE SPM, 2018



Transfer Learning for Classification

● Source Task: music auto-tagging
○ A 2D CNN model is trained using MSD with 250k audio tracks and 50 tags

● Target Tasks: 6 different tasks with different data sizes and classes
○ Extract features from all layers and concatenate the average-pooled outputs
○ Use an SVM for classification or regression 
○ Better performance than MFCC 

Transfer learning for music classification and regression tasks, Keunwoo Choi, György Fazekas, Mark Sandler, Kyunghyun Cho, ISMIR 2017



Issues in Labels

● Sometimes ambiguous to explain music and subjective to individuals

● High-quality annotation by music experts is time-consuming and 
expensive

Lonely? Grace? Sweet?

Don’t know why – Norah Jones



Metadata as labels

● Use artist labels instead of semantic tags
○ Assume that each artist has its own musical style (objective)
○ Artists labels are naturally annotated from the album release (no cost)

● However,
○ The output layer can be excessively large
○ Whenever new artists are added, the model must be trained again entirely

“Madonna”
“Coldplay”
“Michael Jackson”
“John Lennon”
“Eminem”
“Green Day”
“Metallica”



Metric Learning 

● Use similarity of input examples to supervise the learning model
○ Similarity is measured by the distance on the embedding space

■ If 𝑥! and 𝑥" are from the same class, 𝐷 𝑓 𝑥! , 𝑓 𝑥" is small

■ If 𝑥! and 𝑥" are from different classes, 𝐷 𝑓 𝑥! , 𝑓 𝑥" is large

○ Widely used distance: L2 (Euclidean) or cosine

𝑓(𝑥!)𝑥!

𝑓(𝑥")
𝑓(𝑥)𝑥"

𝐷 𝑓 𝑥! , 𝑓 𝑥"

𝑓(𝑥)

Shared Networks

The shared networks are 
called Siamese network 
or triplet network 
depending on the 
number of input



● Contrastive loss

Metric Learning 

If 𝑥! and 𝑥" are from the same class (𝑦 = 0), 𝐿# =
$
%
𝐷 𝑓 𝑥! , 𝑓 𝑥"

% 𝐷 𝑓 𝑥! , 𝑓 𝑥"

𝐷 𝑓 𝑥! , 𝑓 𝑥" > 𝛼

𝐿# 𝑥!, 𝑥", 𝑦 = 1 − 𝑦 ,
1
2𝐷 𝑓 𝑥! , 𝑓 𝑥"

$
+ 𝑦 ,

1
2 (max 0, 𝛼 − 𝐷 𝑓 𝑥! , 𝑓 𝑥" )$

If 𝑥! and 𝑥" are from different classes (𝑦 = 1), 𝐿# =
$
%
(max 0, 𝛼 − 𝐷 𝑓 𝑥! , 𝑓 𝑥" )%

𝛼: margin

Dimensionality Reduction by Learning an Invariant Mapping, Raia Hadsell, Sumit Chopra, Yann LeCun, CVPR 2006



Metric Learning 

● Triplet hinge loss

○ This is also called maximum margin loss 
○ Pull together the “anchor” and the “positive” input while pushing apart the 

anchor from “negative” input
○ Multiple negatives are possible

Distance Metric Learning for Large Margin Nearest Neighbor Classification, Kilian Weinberger, John Blitzer, Lawrence Saul, NIPS, 2006

Deep metric learning using Triplet network, Elad Hoffer, Nir Ailon, NIPS, 2015

𝐿# 𝑥%, 𝑥&, 𝑥' = max(0, 𝐷 𝑓 𝑥% , 𝑓 𝑥& − 𝐷 𝑓 𝑥% , 𝑓 𝑥' + 𝛼)

𝛼
𝑥&

𝑥'

𝑥(

𝛼: margin



Metric Learning Using Artist labels

● Artists labels are naturally annotated when the track is released (no cost)
○ In addition, they are objective labels unlike semantic labels which can be 

sometimes ambiguous or subjective

Representation learning for music using artist labels, Jiyoung Park, Jongpil Lee, Jangyeon Park, Jung-Woo Ha, Juhan Nam, ISMIR 2018(a) The Basic Model (b) The Siamese Model

Figure 1. The proposed architecture for the model using artist labels.

2. LEARNING MODELS

Figure 1 shows two proposed DCNN models to learn audio
features using artist labels. The basic model is trained as
a standard classification problem. The Siamese model is
trained using pair-wise similarity between an anchor artist
and other artists. In this section, we describe them in detail.

2.1 Basic Model

This is a widely used 1D-CNN model for music classifica-
tion [5, 9, 20, 25]. The model uses Mel-spectrogram with
128 bins in the input layer. We configured the DCNN such
that one-dimensional convolution layers slide over only a
single temporal dimension. The model is composed of 5
convolutional layers as illustrated in Figure 1(a). Batch
normalization [15] and rectified linear unit (ReLU) activa-
tion layer are used after every convolution layer. Finally,
we used categorical cross entropy loss in the prediction
layer.

We train the model to classify artists instead of semantic
labels used in many music classification tasks. For exam-
ple, if the number of artists used is 1,000, this becomes
a classification problem that identifies one of the 1,000
artists. After training, the extracted 256-dimensional fea-
ture vector in the last hidden layer is used as the final audio
feature learned using artist labels. Since this is the repre-
sentation from which the identity is predicted by the soft-
max linear classifier, we can regard it as the highest-level
artist feature.

2.2 Siamese Model

While the basic model is simple to train, it has two main
limitations. One is that the output layer can be excessively
large if the dataset has numerous artists. For example, if a
dataset has 10,000 artists and the last hidden layer size is
100, the number of parameters to learn in the last weight
matrix will reach 1M. Second, whenever new artists are
added to the dataset, the model must be trained again en-
tirely. We solve the limitations using the Siamese DCNN
model.

A Siamese neural network consists of twin networks
that share weights and configuration. It then provides
unique inputs to the network and optimizes similarity
scores [3, 18, 22]. This architecture can be extended to use
both positive and negative examples at one optimization
step. It is set up to take three examples: anchor item (query
song), positive item (relevant song to the query) and nega-
tive item (different song to the query). This model is often
called triplet networks and has been successfully applied to
music metric learning when the relative similarity scores of
song triplets are available [21]. This model can be further
extended to use several negative samples instead of just one
negative in the triplet network. This technique is called
negative sampling and has been popularly used in word
embedding [23] and latent semantic model [13]. By using
this technique, they could effectively approximate the full
softmax function when the output class is extremely large
(i.e. 10,000 classes).

We approximate the full softmax output in the basic
model with the Siamese neural networks using negative
sampling technique. Regarding the artist labels, we set up
the negative sampling by treating identical artist’s song to
the anchor song as positive sample and other artists’ songs
as negative samples. This method is illustrated in Figure
1(b). Following [13], the relevance score between the an-
chor song feature and other songs feature are measured as:

R(A,O) = cos(yA, yO) =
y
T

A
yO

|yA||yO|
(1)

where yA and yO are the feature vectors of the anchor song
and other song, respectively.

Meanwhile, the choice of loss function is important in
this setting. We tested two loss functions. One is the soft-
max function with categorical cross-entropy loss to max-
imize the positive relationships. The other is the max-
margin loss to set only margins between positive and neg-
ative examples [10]. In our preliminary experiments, the
Siamese model with negative sampling was successfully
trained only with the max-margin loss function between

Artist Identity 
Feature

- 4 negative samples
- margin= 0.4



Metric Learning Using Artist labels

● 2D plots of embedding space by t-SNE 

Artist Distribution Genre distribution (Transfer Learning) 



Artist-Level Music Retrieval

Query HIP-HOP Rock Band Pop rock

80’s HIP-HOPBoy groupQuery



Song-Level Music Retrieval

0 (1.0) bob marley and the wailers - three little birds

1 (0.7639) dennis brown - tribulation 

2 (0.6474) junior murvin - police and thieves

3 (0.5599) specials - gangsters 

4 (0.4997) shuggie otis - sweet thang 

5 (0.4782) james brown - give it up or turnit a loose

0 (1.0) norah jones - dont know why 

1 (0.7092) dionne warwick - walk on by 

2 (0.6981) jewel - enter from the east 

3 (0.6853) shakira - the one 

4 (0.6700) mamas and the papas - words of love 

5 (0.6602) andrews sisters - boogie woogie bugle boy

Query

Query



Transfer Learning: Tag-label Model vs Artist-label Model

● Source tasks
○ Tag-based model: music classification with tags
○ Artist-based model: metric learning with artist labels 
○ MSD with last.fm tags 

● Target task 
○ Genre classification and music retrieval 
○ GTZAN, FMA small, NAVER Music

● Results
○ The tag-based model is more effective in genre classification
○ The artist-based model is more effective in similarity-based retrieval task

Our system was implemented in Python 2.7, Keras 2.1.1
and Tensorflow-gpu 1.4.0 for the back-end of Keras. We
used NVIDIA Tesla M40 GPU machines for training our
models. Code and models are available at the link for re-
producible research 4 .

4. FEATURE EVALUATION

We apply the learned audio features to genre classifica-
tion as a target task in two different approaches: feature
similarity-based retrieval and transfer learning. In this sec-
tion, we describe feature extraction and feature evaluation
methods.

4.1 Feature Extraction Using the DCNN Models

In this work, the models are evaluated in three song-level
genre classification tasks. Thus, we divided 30-second au-
dio clip into 10 segments to match up with the model input
size and the 256-dimension features from the last hidden
layer are averaged into a single song-level feature vector
and used for the following tasks. For the tasks that require
song-to-song distances, cosine similarity is used to match
up with the Siamese model’s relevance score.

4.2 Feature Similarity-based Song Retrieval

We first evaluated the models using mean average preci-
sion (MAP) considering genre labels as relevant items. Af-
ter obtaining a ranked list for each song based on cosine
similarity, we measured the MAP as following:

AP =

P
k2rel

precisionk

number of relevant items
(3)

MAP =

P
Q

q=1 AP (q)

Q
(4)

where Q is the number of queries. precisionk measures
the fraction of correct items among first k retrieved list.

The purpose of this experiment is to directly verify
how similar feature vectors with the same genre are in the
learned feature space.

4.3 Transfer Learning

We classified audio examples using the k-nearest neigh-
bors (k-NN) classifier and linear softmax classifier. The
evaluation metric for this experiment is classification ac-
curacy. We first classified audio examples using k-NN to
classify the input audio into the largest number of genres
among k nearest to features from the training set. The num-
ber of k is set to 20 in this experiment. This method can be
regarded as a similarity-based classification. We also clas-
sified audio using a linear softmax classifier. The purpose
of this experiment is to verify how much the audio features
of unseen datasets are linearly separable in the learned fea-
ture space.

4 https://github.com/jongpillee/
ismir2018-artist.

MAP Artist-label
Basic Model

Artist-label
Siamese Model

Tag-label
Model

GTZAN
(fault-filtered) 0.4968 0.5510 0.5508

FMA small 0.2441 0.3203 0.3019
NAVER Korean 0.3152 0.3577 0.3576

Table 1. MAP results on feature similarity-based retrieval.

KNN Artist-label
Basic Model

Artist-label
Siamese Model

Tag-label
Model

GTZAN
(fault-filtered) 0.6655 0.6966 0.6759

FMA small 0.5269 0.5732 0.5332
NAVER Korean 0.6671 0.6393 0.6898

Table 2. KNN similarity-based classification accuracy.

Linear Softmax Artist-label
Basic Model

Artist-label
Siamese Model

Tag-label
Model

GTZAN
(fault-filtered) 0.6721 0.6993 0.7072

FMA small 0.5791 0.5483 0.5641
NAVER Korean 0.6696 0.6623 0.6755

Table 3. Classification accuracy of a linear softmax.

5. RESULTS AND DISCUSSION

5.1 Tag-label Model vs. Artist-label Model

We first compare the artist-label models to the tag-label
model when they are trained with the same dataset size
(90,000 songs). The results are shown in Table 1, 2 and
3. In feature similarity-based retrieval using MAP (Table
1), the artist-based Siamese model outperforms the rest on
all target datasets. In the genre classification tasks (Table 2
and 3), Tag-label model works slightly better than the rest
on some datasets and the trend becomes stronger in the
classification using the linear softmax. Considering that
the source task in the tag-based model (trained with the
Last.fm tags) contains genre labels mainly, this result may
attribute to the similarity of labels in both source and target
tasks. Therefore, we can draw two conclusions from this
experiment. First, the artist-label model is more effective
in similarity-based tasks (1 and 2) when it is trained with
the proposed Siamese networks, and thus it may be more
useful for music retrieval. Second, the semantic-based
model is more effective in genre or other semantic label
tasks and thus it may be more useful for human-friendly
music content organization.

5.2 Basic Model vs. Siamese Model

Now we focus on the comparison of the two artist-label
models. From Table 1, 2 and 3, we can see that the Siamese
model generally outperforms the basic model. However,
the difference become attenuated in classification tasks and
the Siamese model is even worse on some datasets. Among
them, it is notable that the Siamese model is significantly
worse than the basic model on the NAVER Music dataset



Labels in Classification Models

● A fixed number of tags (e.g. top 50 tags) are used in practice

Top50 tags in MagnaTagATune

“Ballad”
“Rock”
“Jazz”

“Hiphop”
“Light-hearted”

“Calm”
“Exciting”
“Piano”
“Vocal”



Words in Music Services 

[Image sources]
- https://medium.com/@clintchoi/on-lofi-hip-hop-how-spotifys-mood-based-music-curation-pushes-this-subgenre-2b06c364affc
- https://rockcontent.com/blog/5-things-spotify-can-teach-content-curation/
- https://techcrunch.com/2018/03/28/pandora-takes-on-spotify-with-dozens-of-personalized-playlists-built-using-its-music-genome/



Questions

● [Annotation] can we train the model to predict a wide variety of words 
beyond the fixed tag labels?

● [Retrieval] can we train the model to search music with arbitrary words? 



● Mapping tag labels (one-hot style vectors) to a distributed vector space 

Word Embedding

Ballad

Hiptop
Calm

Jazz

Rock

Exciting

Light-HeartedVocal

Piano
“Ballad”
“Rock”
“Jazz”

“Hiphop”
“Light-hearted”

“Calm”
“Exciting”
“Piano”
“Vocal”

Word
Embedding

Word2Vec (CBOW, skip-gram)
GloVe

Pretrained work embedding models are available 

0
0
1
0
0
0
1
0



Cross-modal Metric Learning 

● Learning the metric between word embedding and audio embedding

Similarity Metric

Audio Embedding

Word
Embedding

“Ballad”
“Rock”
“Jazz”

“Hiphop”
“Light-hearted”

“Calm”
“Exciting”
“Piano”
“Vocal”



DeViSE: a Deep Visual-Semantic Embedding Model

● Pretrain each subnetwork individually before cross-modal metric learning

DeViSE: A Deep Visual-Semantic Embedding Model, Andrea Frome et al, NIPS, 2013



Cross-modal Metric Learning: Music Audio and Tags

● Learn co-embedding between audio and tags using a triplet loss

Co-embedding space

Zero-shot Learning for Audio-based Music Classification and Tagging, Jeong Choi, Jongpil Lee, Jiyoung Park, Juhan Nam, ISMIR, 2019



Zero-Shot Learning

● Annotation and retrieval results

Top 5 retrieved tracks for a query word from unseen tag 
subset (‘guitar’) and an arbitrary word (‘lovely’)

Top 10 auto-tagging results for examples of well- known 
songs including unseen tags during training

Zero-shot Learning for Audio-based Music Classification and Tagging, Jeong Choi, Jongpil Lee, Jiyoung Park, Juhan Nam, ISMIR, 2019



Zero-Shot Learning

Top 10 nearest word vectors (out of 1126 tags)

“Acoustically-Informed” Word Embedding

Word Embedding (Glove)

Zero-shot Learning for Audio-based Music Classification and Tagging, Jeong Choi, Jongpil Lee, Jiyoung Park, Juhan Nam, ISMIR, 2019



Multi-modal Music Classification

● Learning co-embedding between audio and images
○ Audio: constant-Q transform (30s)
○ Image: album cover 

● Audio and vision subnetworks are individually 
trained to classify genres 
○ The vision subnetwork is initialized using 

a pretrained network with the ImageNet dataset 

● The pretrained subnetworks are co-embedded 
using metric learning (triplet loss)
○ Visually or aurally-informed features are 

extracted for multi-label genre classification
Multimodal Deep Learning for Music Genre Classification, Sergio Oramas, Francesco Barbieri, Oriol Nieto, and Xavier Serra, ISMIR, 2018



Multi-modal Music Classification

● Results

Visually-informed audio feature 
improves accuracy

Aurally-informed image feature 
does not help

Combining all together improve 
accuracy further



ISMIR 2021 Music Classification Tutorial

● https://music-classification.github.io/tutorial/landing-page.html

https://music-classification.github.io/tutorial/landing-page.html


Resources

● Pretrained music and audio classification models
○ https://github.com/minzwon/sota-music-tagging-models
○ https://github.com/jordipons/musicnn
○ https://github.com/tensorflow/models/tree/master/research/audioset/vggi

sh
○ https://github.com/marl/openl3

● Popularly used music datasets
○ GTZAN: http://marsyas.info/downloads/datasets.html
○ Free Music Archive: https://github.com/mdeff/fma
○ MagnaTagaTune: https://mirg.city.ac.uk/codeapps/the-magnatagatune-

dataset
○ Million Song Dataset: http://millionsongdataset.com/

https://github.com/minzwon/sota-music-tagging-models
https://github.com/jordipons/musicnn
https://github.com/tensorflow/models/tree/master/research/audioset/vggish
https://github.com/marl/openl3
http://marsyas.info/downloads/datasets.html
https://github.com/mdeff/fma
https://mirg.city.ac.uk/codeapps/the-magnatagatune-dataset
http://millionsongdataset.com/

